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Fig. 1. TartanMatch: a unified framework for dense matching across five sensing modalities—RGB, event, thermal, depth and LiDAR. Given any pair
of views drawn from any two modalities (25 combinations), TartanMatch estimates dense flow, shown here by warping each target onto each source using
backward warping. The radar chart compares endpoint error (EPE) against multimodal matching baselines, averaged over all benchmarks per modality pair;
for visualization, each axis shows log(1/EPE), min–max normalized per axis, so a larger polygon indicates lower error. Annotations show relative EPE
improvement over the best competing method per pair. Finetuned from UFM, TartanMatch improves every other modality pair while preserving RGB→RGB
accuracy (<1% difference).

Abstract—Robotic platforms combine complementary sensors
to maintain perception across diverse operating conditions, but
dense correspondence methods are typically designed for RGB
or for a small set of modality pairs. Relying on pair-specific
models scales poorly with the number of sensors and forgoes
potential positive transfer across modality pairs. We introduce
TartanMatch, a unified model for dense correspondence across all
25 ordered pairs among RGB, event, thermal, depth, and projected
LiDAR. TartanMatch adapts an RGB-pretrained correspondence
model to modality-specific representation and learns all sensor
pairs within one shared network using a mixture of real and
synthetic data. On zero-shot real-world benchmarks, TartanMatch
reduces endpoint error over the strongest per-pair baseline by
61.9% (cross-modal) and 49.6%(same-modal). We further show
that joint training improves average matching accuracy over
pair-specific training, especially on challenging cross-modal pairs.
These results demonstrate that broad multimodal coverage and
strong matching performance can coexist in a single model.
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I. INTRODUCTION

Dense correspondence—estimating where each pixel in one
observation appears in another—is a core primitive for robotic
perception tasks such as visual odometry, place recognition, and
3D reconstruction. Although correspondence estimation has
advanced rapidly for RGB images, robots do not perceive
the world through RGB alone. Modern robotic platforms
combine multiple sensors with distinct yet complementary
sensing capabilities: event cameras capture rapid motion over
a wide dynamic range, thermal cameras remain informative in
darkness, smoke, and adverse weather, and depth or LiDAR
sensors provide geometry when appearance is ambiguous [1–4].
Robust robotic perception therefore calls for correspondence
between any sensors informative in the environment.

Existing correspondence methods cover only parts of this
multi-modal sensor space. Sensor-specific methods are designed
for a same-modal pair setting: RGB methods span optical
flow [5, 6] and wide-baseline matching [7, 8], with recent
models unifying both settings [9], yet operate only on RGB–
RGB pairs; likewise, event-based methods match only Event–
Event pairs [10, 11]. Cross-modal matchers extend matching to
pairs such as RGB–Depth or RGB–Thermal, but each typically
supports only one such modality pair [12–14]. Recent methods
broaden coverage to several cross-modal pairs by fine-tuning
RGB matchers on synthetic pairs that combine an RGB view
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with a non-RGB view generated from RGB imagery [15, 16].
However, this training remains RGB-anchored—the model
never sees a pair in which both views are non-RGB—and
represents non-RGB inputs using fixed RGB-like renderings.
Such renderings can suppress sensor-specific structure useful
for accurate correspondence, such as event timing and depth
validity. Together, these limitations leave a central question: can
one unified model accurately estimate dense correspondence
for every ordered pairing among diverse sensor modalities?

This unification may also improve matching accuracy
through positive transfer across modality pairs. Although
different modality sensors measure distinct physical quantities,
every modality pair poses the same matching task: identifying
pixels in two views that correspond to the same physical point.
This common task motivates a second question: does joint
training across all modality pairs improve matching accuracy
over pair-specific training?

Motivated by these questions, we introduce TartanMatch, a
unified model for any-pair multi-modal dense correspondence
among RGB, event, thermal, depth, and projected LiDAR.
Given source and target observations drawn from these five
modalities, TartanMatch predicts dense flow and covisibility. A
single set of weights thus covers all 25 modality pairs, replacing
a collection of pair-specific models.

TartanMatch adapts UFM [9], an RGB-pretrained correspon-
dence model, to support dense matching across five modalities
and all 25 source–target pairs. Rather than converting non-RGB
modality into fixed RGB-like rendering, we represent each
modality in a form that retains its own measurement structure
and, where applicable, use lightweight learned projections to
map this representation to UFM’s three-channel input. These
inputs are then processed by the same UFM backbone, enabling
one shared model to handle every modality pair. To effectively
adapt the pretrained model to these new modalities, we train
TartanMatch in two stages: we first freeze the pretrained
encoder of UFM while optimizing the input projections and
downstream layers, then fine-tune the full network end to
end. We empirically observed that this schedule improves
performance over single-stage training.

Training a unified matcher is bottlenecked by data: no single
real-world dataset covers all five modalities with correspon-
dence or flow labels. We therefore assemble a training suite that
combines synthetic sources with real indoor, outdoor, aerial,
and driving scene captured from diverse datasets, rather than
solely relying on synthetic modality generation as in prior
works [12, 15, 16]. To construct supervision, we use provided
flow labels when available and otherwise derive flow from
depth and camera poses, refining inaccurately derived flow
with off-the-shelf matchers [17, 18]. Separately, we synthesize
thermal views to expand coverage of this underrepresented
modality [19].

On zero-shot real-world benchmarks covering a diverse
set of same-modal and cross-modal pairs across all five
modalities, TartanMatch reduces average EPE relative to the
strongest baseline for each benchmarked modality pair by
61.9% on cross-modal matching and 49.6% on same-modal
matching. Moreover, we show that joint multi-modal training
reduces average EPE relative to pair-specific training by 34.1%

across cross-modal pairs and 17.8% across same-modal pairs,
improving 11 of the 15 evaluated pairs, with the largest gains
on challenging cross-modal pairs.

In conclusion, our contributions are:
• Any-pair multi-modal dense correspondence. We in-

troduce a unified model that predicts dense flow and
covisibility for every ordered pair among RGB, event,
thermal, depth, and projected LiDAR. We further show that
joint training across all modality pairs improves average
per-pair performance relative to training a separate model
on each pair in isolation.

• Lightweight modality adaptation. We adapt an RGB-
pretrained correspondence model using modality-specific
representations and lightweight learned projections0,
which outperform the fixed RGB-like rendering of prior
works. A two-stage training schedule, freezing the encoder
before end-to-end fine-tuning, further aids adaptation and
improves matching accuracy.

• Multi-modal training and evaluation suite. We build
a training data mixture that combines real and synthetic
sources across all 25 modality pairs, spanning indoor, out-
door, aerial, and driving scenes. The benchmark evaluation
suite covers all five modalities on real-world zero-shot
datasets.

II. RELATED WORK

A. Same-Modal Correspondence

Same-modal correspondence matches inputs from a single
sensor modality. Most work here concentrates heavily on
RGB–RGB, and methods for other modalities such as event
and thermal are developed independently rather than as
instances of a shared model. Within this setting, optical-flow
methods estimate dense motion between temporally adjacent
frames [5, 6], whereas wide-baseline matching methods target
larger viewpoint and appearance changes [7, 8]. Recent unified
RGB models, such as UFM, bridge these two regimes within
a shared architecture [9]. Beyond RGB, current methods still
remain sensor-specific such as E-RAFT and EMatch for event
streams [10, 11] and SuperThermal for thermal images [20].
TartanMatch extends dense correspondence across modalities,
treating same-modal matching as a subset of an any-pair
correspondence problem spanning RGB, event, thermal, depth,
and projected LiDAR.

B. Cross-Modal Correspondence

Cross-modal correspondence estimates matches between
inputs from different sensor modalities, but most existing
methods are limited to a few modality pairs. XoFTR and SC3EF
focus on RGB–Thermal matching [12, 13], while Walters
et al. [21] estimates dense multispectral correspondence for
RGB–FIR and evaluates transfer to RGB–NIR. MINIMA and
MatchAnything broaden this coverage by fine-tuning existing
RGB matchers on pairs whose non-RGB view is generated from
a real RGB image: MINIMA uses a diffusion model for IR and
Depth Anything V2 for depth [15], and MatchAnything uses
image-translation models for thermal and nighttime views [16].
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Correspondence labels are therefore inherited from the RGB
source rather than measured, and no training pair contains two
non-RGB views. Moreover, their standard image backbones
encode non-RGB inputs through fixed RGB-like renderings,
which can collapse sensor-specific information such as event
timing or geometric depth. TartanMatch instead trains one
model on all 25 directed pairs among five modalities, including
pairs in which neither view is RGB. Each modality is encoded
in its own representation and mapped to the shared backbone
through lightweight learned projections.

C. Multi-modal Data for Supervision

Prior work has introduced a rich collection of multi-
modal sensory datasets, from synthetic engines that render
several modalities in perfect alignment [22] to real captures
spanning RGB, event, thermal, and depth or LiDAR sensors [1–
4, 23]. However, these resources are distributed across datasets
with different sensor subsets and rarely provide cross-modal
correspondence labels directly. Flow derived from depth and
camera geometry may also be inaccurate because of invalid
measurements or calibration errors. Constructing a broad
correspondence training set from these resources therefore
requires substantial data integration and label processing.
Consequently, prior methods have typically relied on RGB-
derived synthetic modality pairs [15, 16] or individual sensor
datasets with native supervision [10, 12]. To address this
limitation, we integrate diverse real and synthetic datasets
into a comprehensive training and evaluation suite, deriving
flow from geometry and refining unreliable labels.

III. METHOD

A. Overview

TartanMatch predicts dense correspondence between any
pair drawn from five modalities: RGB, thermal, event, depth,
and projected LiDAR, denoted M. Given a source input Xs of
modality ms ∈ M and a target input Xt of modality mt ∈ M,
the model predicts

(ϕs→t, Cs→t) = gθ(Πms(Xs), Πmt(Xt)) , (1)

where ϕs→t ∈ R2×H×W is the source-to-target dense flow and
Cs→t ∈ [0, 1]H×W is the per-pixel probability that a source
pixel is covisible in the target view. Each Πm is a modality-
specific adaptation that maps a sensor’s measurements to a
three-channel tensor (Sec. III-B), and gθ is a correspondence
backbone shared by all modality pairs (Sec. III-C).

In this work, we instantiate gθ with UFM [9], as shown in
Fig. 2. We retain UFM’s DINOv2 encoder, information-sharing
transformer, and DPT prediction heads without architectural
modification. The pretrained backbone is adapted to the five
modalities with a two-stage schedule on a multi-modal data
mixture (Secs. III-D and III-E).

B. Modality Adaptation

The modality adapter Πm maps an input observation X of
modality m to a three-channel tensor Z = Πm(X) ∈ R3×H×W

that the pretrained backbone can consume. The central design

choice is how each sensor gets there: instead of hand-rendering
non-RGB sensors as fixed RGB-like visualizations, as in prior
cross-modal matching pipelines [15, 16], we keep each modality
in a representation suited to it and let a learned 1×1 projection
decide how to expose it to the backbone.

a) RGB and Thermal: RGB images are used as is, Zrgb =
Xrgb, and single-channel thermal intensity is replicated across
the three channels. Neither requires learned parameters.

b) Events: Events are represented as a voxel volume [24].
Given events E = {(xi, yi, ti, pi)}Ni=1, with pi ∈ {−1, 1},
recorded between two consecutive frames, we define

t∗i = (B − 1)
ti − t1
tN − t1

, (2)

V (x, y, t) =

N∑
i=1

pi kb(x− xi) kb(y − yi) kb(t− t∗i ), (3)

where E ∈ RH×W×B , x ∈ {0, . . . ,W − 1}, y ∈ {0, . . . , H −
1}, t ∈ {0, . . . , B − 1}, and kb(a) = max(0, 1 − |a|). A
single learned 1×1 projection Pe : RB → R3 then produces
Zevent = Pe(E), learning how to expose polarity and temporal
structure to the pretrained three-channel backbone.

c) Depth and projected LiDAR: We represent both depth
and projected LiDAR using a depth map d and a validity
mask V ∈ {0, 1}H×W . For a depth observation, d is the
provided depth image and V identifies pixels with finite, valid
measurements; invalid pixels may arise from missing sensor
returns, out-of-range measurements, or infinite depth. A LiDAR
observation is originally a 3D point cloud. We transform its
points into the camera coordinate frame and project them onto
the image plane, producing a sparse depth map d for which V
identifies pixels that receive a LiDAR return. We refer to this
rasterized representation as projected LiDAR.

Both modalities use the same geometric representation:

G(d, V ) =

[
V ⊙ log(1 + d)

V

]
∈ R2×H×W . (4)

The first channel contains log-depth, with invalid values set to
zero by V , while the second explicitly preserves measurement
validity. A shared learned 1×1 projection Pg : R2 → R3

produces Zgeo = Pg(G(d, V )) for both modalities.

C. Shared Correspondence Backbone

The three-channel tensors Zs = Πms
(Xs) and Zt =

Πmt
(Xt) are processed by the same UFM backbone regardless

of the modality pair. Both are encoded into patch tokens by the
shared DINOv2 encoder; the two token sets are concatenated
with view-index positional encodings and processed by the
information-sharing transformer, which exchanges information
between the two views; and DPT heads decode the source-view
tokens into the flow field ϕs→t and covisibility logits ℓC , from
which Cs→t = σ(ℓC). All backbone components are initialized
from UFM’s RGB-pretrained weights. We initialize Pe to pass
the first three event bins through and Pg to replicate log-depth
across all three channels. We adopt UFM’s base configuration,
which excludes its optional local refinement module.



IEEE ROBOTICS AND AUTOMATION LETTERS. PREPRINT VERSION. SUBMITTED MONTH YYYY 4

(a) Modality representation Πm (b) Shared correspondence backbone gθ (UFM, RGB-pretrained)
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Fig. 2. TartanMatch architecture. A modality-specific adaptation maps every sensor to the three-channel input the pretrained backbone expects: RGB and
thermal enter directly, events are voxelized into B=15 temporal bins and mapped by a learned 1×1 convolution, and depth and projected LiDAR share a
log-depth-plus-validity representation and a single learned 1×1 convolution. The UFM correspondence backbone (DINOv2 encoder, information-sharing
transformer, DPT heads) is fully shared across all modality pairs.

Supervision also follows UFM. Given ground-truth flow ϕ∗

and covisibility mask C∗, we minimize

L =
1∑

p C
∗(p)

∑
p

C∗(p) ρα,c(∥ϕs→t(p)− ϕ∗(p)∥2)

+ λBCE(ℓC , C
∗),

(5)

where ρα,c is the generalized Charbonnier loss. We use α = 0.5,
c = 0.24 and λ = 10 following UFM.

D. Two-Stage Training

We adapt the pretrained backbone to the multi-modal mixture
in two stages. Stage 1 freezes the encoder and trains the
projections Pe and Pg together with the information-sharing
transformer and DPT heads. Stage 2 unfreezes the encoder and
fine-tunes the full model end to end. The two stages address
the mismatch between the new modalities and the encoder’s
pretrained input distribution: Stage 1 brings each modality
closer to that distribution while the encoder is held fixed,
whereas Stage 2 absorbs the residual shift that the projections
cannot remove. Sec. IV-F shows that this schedule improves
over one-stage joint training.

E. Training and Evaluation Data

TartanMatch extends UFM to multiple modalities and is
trained on a multi-modal mixture combining synthetic imagery
with real sensor data, summarized in Table I. From a dataset
with k available modalities, all k2 ordered modality-pair types
are eligible for training. We construct each 650k-sample epoch
using fixed sampling rates at both the dataset and modality-pair
levels. Table I reports each dataset’s aggregate share of the
mixture, summed over its modality pairs.

Ground-truth flow is either provided by the dataset or
derived from depth, camera pose, and camera parameters.
On FIReStereo and MTV, where we empirically observed
that the derived flow is sometimes inaccurate, we refine it:
we warp the source view by the derived flow, estimate the

Fig. 3. Ground-truth flow refinement on MTV. Each row warps the source
onto the target using the flow label before and after refinement, for a thermal-
to-thermal pair (top) and an RGB-to-thermal pair (bottom); insets magnify the
outlined region. The misalignment left by the geometry-derived flow disappears
after refinement.

residual displacement against the target with an off-the-shelf
matcher (RoMa v2 [17] on FIReStereo; DIS [18] on MTV),
add it to the derived flow, and retain only forward–backward-
consistent pixels, using thresholds of 1px for FIReStereo and
0.5px for MTV, respectively. Fig. 3 shows the effect on MTV.
Based on manual inspection of the refined labels, we retain
FIReStereo’s Hawkins 3 and 4 for training and MTV’s race-
track, country-road, and park scenes for evaluation. Finally, to
broaden thermal coverage, we synthesize thermal images with
TherA [19] for all MegaDepth training images and for 100k
pairs from TartanAirV2 and TartanAirV2 WB.

IV. EXPERIMENTS

A. Implementation Details

a) Training setup.: We train TartanMatch in two stages
(Sec. III-D) at 560 input resolution on 8 H100 GPUs, using
AdamW (β = (0.9, 0.95), weight decay 0.05) with a cosine
schedule, 10% linear warmup, gradient-norm clipping at 1.0,
bf16 mixed precision, and an effective batch size of 48, each
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Fig. 4. TartanMatch produces more accurate flow and covisibility than MINIMA on various pairs.

TABLE I
DATASETS IN THE TARTANMATCH TRAINING MIXTURE AND THE

ZERO-SHOT EVALUATION BENCHMARKS.

Dataset OF/WB Source Modalities Mix ratio

Training mixture

TartanAirV2 [22] OF Synthetic REDTL 36.3%
MegaDepth [25] WB Both RDT 20.2%
DSEC [2] OF Real RE 10.9%
TartanAirV2 WB [9, 22] WB Synthetic RT 9.7%
BlendedMVS [26] WB Synthetic RD 4.3%
ScanNet++ [27] WB Real RD 4.3%
FlyingThings3D [28] OF Synthetic R 3.7%
HyperSim [29] WB Synthetic RD 2.1%
FlyingChairs [30] OF Synthetic R 1.8%
Spring [31] OF Synthetic R 1.8%
Kubric4D [32, 33] OF Synthetic RD 1.6%
FIReStereo [3] OF Real T 1.5%
Habitat [34] WB Synthetic RD 0.5%
HD1K [35] OF Real R 0.4%
Monkaa [28] OF Synthetic R 0.4%
StaticThings3D [36] WB Synthetic RD 0.4%

Evaluation benchmarks

MTV [23] OF Real RDT –
DSERT-RoLL [4] OF Real RETL –
DTU [37] WB Real RD –
MVSEC [1] OF Real E –
EDS [38] WB Real RE –

OF: optical flow; WB: wide baseline. Source: Real, Synthetic, or Both. Modalities:
R (RGB), E (event), D (depth), T (thermal), L (projected LiDAR).

batch is symmetrized following UFM. Each epoch draws 650k
modality-pair samples stratified over the 25 modality pairs.
Stage 1 trains for 10 epochs with learning rates 10−4 for
the input projections and 10−5 for the information-sharing
transformer and DPT heads; Stage 2 fine-tunes end-to-end for
35 epochs, adding the encoder at 5× 10−7 with the remaining
rates unchanged. The loss of Sec. III-C uses α = 0.5 and
c = 0.24.

b) Preprocessing: For RGB inputs, we follow UFM’s
augmentation pipeline. For simulated events, the integration
window between the two frames is randomly clipped to
[10ms, 100ms] to diversify event sparsity. We inject random
noise events drawn i.i.d. uniformly over the sensor plane
and time window with random polarity at a per-sample rate
of U(0, 0.5) events/pixel before voxelization. For raw 16-bit

radiometric thermal data like FIReStereo, we convert each
frame to an 8-bit image by per-image normalization (a 1–99th-
percentile clip followed by min–max scaling) and then apply
CLAHE and bilateral filtering [3]. For depth and LiDAR, we
apply log(1 + x) to valid values, normalize them per sample
using the 2.5–97.5th percentiles, and concatenate a binary
validity mask to form the two-channel representation.

B. Evaluation protocol

We use five real-world datasets for zero-shot benchmark:
MTV [23], DSERT-RoLL [4], DTU [37], MVSEC [1], and
EDS [38]. Refer to Table I for the modality composition of
each dataset. On MTV, we use the race-track, country-road, and
park scenes. Similarly, we select an Outdoor Day1 sequence for
MVSEC, following E-RAFT. On DSERT-RoLL, we evaluate
same-modality and cross-modality matching on the normal
scenes and degradation robustness on the heavy-snow scene.
For EDS, we sample pairs with pose differences greater than
1◦, 5◦, 10◦, and 20◦.

For each modality pair, we compare against the strongest
available baseline with publicly released weights, ranging from
pair-specific models to cross-modal correspondence models.
UFM [9] is TartanMatch’s RGB-pretrained starting point and
therefore measures the benefit of multi-modal adaptation;
MINIMA [15] and MatchAnything [16] are the strongest
prior methods targeting broad cross-modal correspondence.
RoMa [8] provides the RGB-only counterpart to the RoMa-
based variants of MINIMA and MatchAnything, whereas
RoMa v2 [17] serves as a state-of-the-art RGB-only baseline.
Following MINIMA, we evaluate RGB-only baselines on
non-RGB modalities by rendering each sensor measurement
to a three-channel image with a fixed colormap (RGB-like
rendering). For event correspondence baselines, we include E-
RAFT [10] and EMatch [11], both are specialized in event and
trained on DSEC. For sparse correspondence, we additionally
evaluate XoFTR [12] and the LoFTR/ELoFTR variants of
MINIMA and MatchAnything. For comparisons with sparse
matching models, we score each baseline at the source pixels it
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TABLE II
CROSS-MODAL EPE (PX), >5PX OUTLIER RATE, AND INFERENCE TIME ON ONE H100 GPU

Method

RGB-anchored cross-modal pairs Non-RGB cross-modal pairs

Inference TimeRGB→Depth RGB→Event RGB→Thermal RGB→LiDAR Thermal→Event Event→LiDAR Thermal→LiDAR Depth→Thermal

DTU DSERT-RoLL MTV DSERT-RoLL DSERT-RoLL DSERT-RoLL DSERT-RoLL DSERT-RoLL MTV

EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ EPE↓ 5px↓ ms↓

Dense matching
MINIMA(RoMa) [15] 36.56 67.2 13.77 62.9 8.61 15.0 9.57 53.2 73.02 96.5 13.58 63.4 57.39 95.7 63.77 96.7 24.52 40.2 262.4
MatchAnything(RoMa) [16] 37.38 77.9 11.61 44.4 3.28 14.5 11.93 55.8 52.70 92.7 15.23 65.3 30.48 91.9 42.88 94.2 23.80 46.1 206.4
RoMa [8] 67.72 78.5 47.00 77.4 20.06 26.6 16.44 58.3 229.23 99.9 39.68 78.6 213.78 99.7 229.67 99.8 96.98 70.3 192.3
RoMa v2 [17] 150.89 94.0 23.25 58.8 84.34 52.0 22.19 60.6 141.00 99.5 20.64 67.2 135.59 99.3 118.06 98.8 200.49 86.7 61.5
UFM [9] 54.81 74.9 63.70 87.6 16.13 24.8 19.31 66.3 75.46 92.3 79.56 94.8 45.99 96.1 126.09 99.4 126.44 78.2 27.6
TartanMatch (Ours) 12.78 37.5 6.63 38.0 2.48 8.3 10.95 69.5 8.46 54.3 9.61 64.7 9.55 61.0 11.61 78.3 13.45 41.2 27.8

Sparse matching (cross-scored on each baseline’s match set)
XoFTR [12] 42.05 49.7 19.89 48.4 12.49 27.6 13.35 47.9 109.18 93.7 34.49 66.1 125.81 95.3 118.42 98.2 36.67 50.3 21.0

TartanMatch (Ours) 4.61 11.6 3.88 18.7 1.90 4.7 6.91 56.7 5.70 38.9 6.72 47.8 5.60 43.2 7.06 71.1 5.08 19.0 27.7
MatchAnything (ELoFTR) [16] 6.95 23.1 9.39 51.3 6.63 40.2 9.06 60.0 124.63 93.9 13.14 67.8 81.80 93.9 102.71 94.7 15.08 50.2 36.3

TartanMatch (Ours) 1.76 2.6 3.77 18.7 1.87 4.4 7.04 57.1 5.82 41.1 6.35 46.9 5.84 42.8 7.45 71.1 2.89 10.2 27.8
MINIMA (LoFTR) [15] 17.80 31.8 8.90 43.1 4.95 19.1 7.25 43.6 52.43 84.2 11.20 57.9 65.51 87.5 39.86 91.3 9.88 24.3 21.1

TartanMatch (Ours) 2.37 4.8 3.75 19.0 1.79 4.0 6.22 52.7 4.55 28.8 6.06 44.1 5.02 34.9 6.35 68.9 3.88 13.1 27.6

TABLE III
RELATIVE POSE ESTIMATION BENCHMARK FOR CROSS-MODAL PAIRS.

Method DTU RGB→Depth EDS RGB→Event Inference Time

AUC@5◦ ↑ AUC@10◦ ↑ AUC@20◦ ↑ AUC@5◦ ↑ AUC@10◦ ↑ AUC@20◦ ↑ ms↓

MINIMA(RoMa) [15] 10.7 20.4 32.0 2.0 5.7 12.0 263.1
MatchAnything(RoMa) [16] 6.5 15.3 27.0 2.9 7.2 13.9 207.9
RoMa [8] 5.3 12.5 21.7 0.7 2.0 4.7 198.6
RoMa v2 [17] 1.6 3.5 5.9 1.5 4.8 9.8 61.0
UFM [9] 6.3 14.3 25.2 0.1 0.4 1.7 27.7
TartanMatch (Ours) 10.6 24.7 45.4 8.3 17.8 29.5 27.8

TABLE IV
TARTANMATCH PERFORMANCE FOR DSERT-ROLL HEAVY

SNOW DEGRADATION SCENES.

Scene RGB→RGB EVENT→EVENT EVENT→LIDAR

EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 5px↓

Normal 2.40 26.0 2.32 28.2 9.55 61.0
Heavy snow 30.34 99.0 0.79 3.7 3.02 14.1

TABLE V
SAME-MODAL EPE (PX), >2PX OUTLIER RATE, AND INFERENCE TIME ON ONE H100 GPU

Method
RGB→RGB Depth→Depth Event→Event Thermal→Thermal LiDAR→LiDAR

Inference Time
DTU DSERT-RoLL DTU MVSEC 20Hz MVSEC 45Hz DSERT-RoLL MTV DSERT-RoLL DSERT-RoLL

EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ EPE↓ 2px↓ ms↓

Dense matching
MINIMA(RoMa) [15] 12.28 30.9 4.09 29.6 29.86 73.9 2.06 32.6 1.92 30.4 4.80 44.8 1.07 4.3 6.52 43.3 13.21 81.8 260.2
MatchAnything(RoMa) [16] 12.49 32.3 3.95 27.4 26.54 71.9 1.84 31.4 1.45 23.2 4.80 44.4 0.56 3.6 6.83 43.7 13.78 82.1 206.9
RoMa [8] 11.52 29.5 4.04 28.0 37.26 80.7 1.33 21.7 0.96 10.4 6.19 47.2 1.32 4.6 6.96 43.7 13.01 78.4 191.3
RoMa v2 [17] 4.68 20.3 2.55 24.2 26.54 63.8 1.46 25.3 0.88 9.4 3.45 42.6 0.69 3.9 3.21 33.3 13.92 82.0 60.6
UFM [9] 5.33 32.0 2.75 26.8 37.32 81.8 1.68 30.1 0.77 7.3 10.68 86.0 0.70 5.4 4.50 37.6 14.57 84.1 27.5
E-RAFT [10] – – – – – – 1.69 30.1 0.83 7.7 2.40 29.3 – – – – – – 19.1
EMatch [11] – – – – – – 1.86 34.1 0.92 10.5 2.44 27.6 – – – – – – 24.7
TartanMatch (Ours) 5.74 36.8 2.40 26.0 5.67 45.4 1.17 18.6 0.70 5.6 2.32 28.2 0.77 6.2 3.07 34.3 5.89 48.6 27.8

Sparse matching (cross-scored on each baseline’s match set)
XoFTR [12] 15.57 33.9 3.09 25.0 25.68 67.6 4.27 36.8 5.45 39.2 7.95 62.3 4.51 8.2 6.17 45.6 10.28 80.0 24.8

TartanMatch (Ours) 2.33 19.9 2.06 21.8 3.25 25.4 0.81 8.8 0.51 1.9 1.92 21.8 0.70 5.0 2.75 29.9 3.20 33.0 27.6
MatchAnything (ELoFTR) [16] 6.33 31.7 2.80 25.3 6.92 65.4 1.98 34.8 1.82 31.3 6.39 65.1 1.12 11.2 7.39 52.9 10.07 85.0 37.4

TartanMatch (Ours) 1.90 18.9 1.86 20.0 1.44 13.6 0.75 7.2 0.48 1.4 1.96 22.9 0.73 5.7 2.76 30.1 4.17 38.0 27.7
MINIMA (LoFTR) [15] 9.88 38.2 2.85 29.7 14.36 63.8 1.44 19.2 1.30 14.2 5.38 56.7 1.46 12.5 5.76 49.2 4.68 61.4 22.3

TartanMatch (Ours) 1.84 15.2 1.82 19.1 1.72 15.6 0.66 4.6 0.45 0.9 1.82 20.7 0.70 5.0 2.71 28.3 2.14 24.5 27.7

selects and sample TartanMatch’s flow predictions at the same
locations.

Inference uses each model’s internal resolution. We report
Endpoint Error (EPE) (↓), the outlier ratio above 2px for
same-modality matching and above 5px for cross-modality
matching (↓), and Area Under Curve (AUC) (↑) for relative
pose estimation. We evaluate all models on single H100 GPU
and report their average inference time per sample. The best
and second-best results for each benchmark are shown in bold
and underlined, respectively.

C. Cross-Modal Dense Correspondence

Table II reports zero-shot performance on RGB-anchored
(one view RGB) and non-RGB cross-modal (neither view
RGB) pairs against dense and sparse matching baselines.
Among RGB-anchored pairs, TartanMatch leads on most
settings, reducing EPE over the strongest baseline by 65% on
RGB→Depth and 43% on RGB→Event. The gains are larger
for projected-LiDAR pairs, which no baseline sees during
training: the best competitor records at least 30.48px EPE,
whereas TartanMatch remains below 12px. On Event→LiDAR

and Thermal→LiDAR, TartanMatch reduces EPE by 3.2×
and 3.7× and lowers the 5px outlier ratio by 31 and 16
points, respectively. TartanMatch also consistently outperforms
sparse matching baselines when evaluated only at their selected
correspondences. Fig. 4 further shows more complete warps and
coherent flow than MINIMA across representative same-modal
and cross-modal pairs.

Table III evaluates pose estimation on DTU and EDS
for RGB→depth and RGB→event, respectively. On DTU,
TartanMatch raises AUC@20◦ by 42% over the strongest
baseline while matching it at AUC@5◦. On EDS, where all
baselines struggle, it improves AUC across thresholds by 2.1–
2.9× while running 7.5× faster than MatchAnything. Together,
these results demonstrate strong cross-modal correspondence
and pose estimation performance.

D. Same-Modality Dense Correspondence

Table V reports same-modal zero-shot performance for all
five modalities against the strongest baseline available. The
largest gains appear on the modalities that RGB matchers trans-
fer worst: TartanMatch reduces EPE by 4.7× on Depth→Depth
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TABLE VI
ABLATION STUDIES. (A) TRAINS ON ALL EVENT DATASETS; (B) TRAINS ON

ALL DEPTH DATASETS; (C) USES THE FULL TRAINING MIXTURE.

EPE ↓
Setting Test set Cross-modality Same-modality

(a) Event representation
Polarity-accumulated color image DSERT-RoLL 10.56 3.44
Voxel volume (Ours) 7.46 2.46

(b) Depth representation
Color-mapped image

DTU
12.30 6.30

Log-normalized 11.49 6.26
+ validity mask (Ours) 11.33 5.64

(c) Training schedule

One-stage (joint) DSERT-RoLL 10.21 3.46
DTU 14.01 6.95

Two-stage (Ours) DSERT-RoLL 9.80 3.42
DTU 12.38 5.71

TABLE VII
EPE ON THE TARTANAIRV2. SINGLE-MODALITY-PAIR MODELS USE THEIR

BEST CHECKPOINT PER PAIR; THE ALL-MODALITY MODEL IS A SINGLE
CHECKPOINT. ∆ IS THE RELATIVE IMPROVEMENT OF ALL-MODALITY OVER

SINGLE-PAIR.

Pair Single-pair All-mod. ∆ (%)

Same-modality
R→R 0.82 1.00 −22.0
D→D 0.73 0.90 −23.3
E→E 1.29 1.22 +5.4
T→T 3.14 3.24 −3.2
L→L 7.84 5.00 +36.2

Average (5) 2.76 2.27 +17.8

Cross-modality
R→D 3.16 2.89 +8.5
R→E 2.66 1.69 +36.5
R→T 2.28 2.34 −2.6
R→L 8.78 6.01 +31.6
D→E 3.12 1.85 +40.7
D→T 5.93 5.04 +15.0
D→L 4.85 3.19 +34.2
E→T 5.29 3.85 +27.2
E→L 14.20 5.47 +61.5
T→L 13.02 9.37 +28.0

Average (10) 6.33 4.17 +34.1

R (RGB), E (event), D (depth), T (thermal), L (projected LiDAR).

and by 55% on LiDAR→LiDAR. On Event→Event, Tartan-
Match outperforms state-of-the-art modality specialists, E-
RAFT and EMatch, the dedicated event flow estimation models.
On RGB and thermal pairs, TartanMatch stays within 1.1px
and 0.3px of the best baseline. Similarly to cross-modal case,
TartanMatch outperforms all sparse matching methods in same-
modal matching. Overall, modality-specific models generalize
poorly beyond their own modality, whereas TartanMatch
transfers across all five modalities and even surpasses specialists
on some modalities.

E. Degraded Scenarios

TartanMatch’s any-pair matching capability enables robust
correspondence estimation when individual sensors degrade.
Table IV evaluates TartanMatch on the heavy-snow sequences
of DSERT-RoLL, testing robustness under RGB degradation.
Snow renders RGB→RGB matching unusable: EPE grows from
2.40 to 30.34 and the 2px outlier ratio reaches 99%. The event-
based pairs stay accurate under the same conditions, with 0.79
EPE on Event→Event and 3.02 EPE on Event→LiDAR. An
any-pair mode lets a platform shift correspondence to sensors
that stay informative.

F. Ablations

Our ablation investigates three questions: (i) whether the
proposed sensor-specific input representations outperform fixed
RGB-like renderings; (ii) whether the two-stage training strat-
egy improves correspondence estimation over one-stage end-
to-end training; and (iii) whether jointly training on multiple
modality pairs benefits the performance of each individual
pair. Owing to compute and time constraints, the ablation
variants follow TartanMatch’s hyperparameters described in
Section IV-A, but train at smaller scale, specified in each
paragraph below. For ablation (a) and (c), we train the model
for 20 epochs, which we find sufficient for convergence. For
the ablation (b), we use the full training mixture and recipe.
We report mean EPE for cross-modality and same-modality
matching.

(a) Input representation. Each variant trains on pairs
from {RGB,Event} and {RGB,Depth} using every training
dataset that provides such modality pairs. (See Table I)
We evaluate the event variants on DSERT-RoLL, the only
benchmark that pairs event with non-event modalities and thus
measures both cross and same-modal performance, and likewise
the depth variants on DTU. In Table VI (a), the event voxel
volume reduces cross-modal (RGB↔Event) EPE from 10.56
to 7.46 over the fixed RGB-like rendering using event polarity
accumulation. In Table VI (b), log-normalized depth with a
validity mask improves over the color-mapped image on both
cross-modal (RGB↔Depth) and same-modal (Depth→Depth)
matching, 12.30 to 11.33 and 6.30 to 5.64, respectively. These
results validate the effectiveness of our modality-specific
input adaptation, showing that simply rendering non-RGB
modalities into RGB-like colormap images leads to suboptimal
correspondence estimation.

(b) One-stage vs. two-stage training. This ablation follows
the full TartanMatch setup: we compare the two-stage recipe
against training the full model end to end for 45 epochs on the
complete training mixture. Table VI (c) shows consistent gains:
cross-modal EPE decreases from 10.21 to 9.80 on DSERT-
RoLL and from 14.01 to 12.38 on DTU, with same-modal
EPE also improving. These results show that the two-stage
schedule enables more effective multi-modal adaptation than
one-stage training, improving both cross-modal and same-
modal matching.

(c) Does multi-modal training help? To limit training
cost without excluding any modality combination, we train 15
pair-specific models, one for each unordered pair of the five
modalities (5 same-modal and 10 cross-modal), and compare
them with a single model jointly trained on all 25 ordered
pairs in TartanAirV2. We evaluate them on the validation split
of TartanAirV2. As shown in Table VII, joint training reduces
mean EPE by 34.1% for cross-modal pairs and 17.8% for
same-modal pairs, improving 11 of the 15 evaluated pairs. The
largest gain is 61.5% on Event→LiDAR, which also has the
highest pair-specific EPE. All four regressions are at most
0.2 px. We hypothesize that joint multi-modal training favors
modality-invariant semantic cues over modality-specific low-
level cues, benefiting challenging pairs at a small cost in fine-
grained matching on those with sub-pixel accuracy. These
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results demonstrate strong positive transfer where pair-specific
training struggles, with minimal cost on the remaining pairs,
supporting unified multi-modal training.

V. CONCLUSION

We presented TartanMatch, a unified dense correspondence
model that estimates dense flow and covisibility for any
pair between RGB, event, thermal, depth, and projected
LiDAR. A single backbone, inherited from a pretrained RGB
correspondence model, serves all five modalities; the only
per-modality parameters are a thin input projection over a
representation chosen for each sensor. Trained on a data suite
spanning 25 modality pairs, TartanMatch achieves state-of-the-
art zero-shot accuracy on same-modality and cross-modality
pairs, providing the first dense any-pair baseline. Because
each modality costs only an input representation and a thin
projection, future work can extend TartanMatch to new sensors,
such as radar, with few additional parameters. We further plan
to collect real data for underrepresented modalities, such as
thermal and LiDAR, and to apply any-pair correspondence to
downstream tasks such as cross-modal odometry, cross-sensor
calibration, and place recognition.
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